Rendering Lava
Elvar Orn Unnthorsson

Kongens Lyngby 2012
IMM-MSc-2012-143

Master’s thesis
Copenhagen, December 17, 2012
Supervisors :
Niels Jørgen Christensen, Lektor, njc@imm.dtu.dk, DTU.
Jeppe Revall Frisvad, Lektor, jrf@imm.dtu.dk, DTU.

Technical University of Denmark
Informatics and Mathematical Modelling
Building 321, DK-2800 Kongens Lyngby, Denmark
Phone +45 45253351, Fax +45 45882673
reception@imm.dtu.dk
www.imm.dtu.dk IMM-MSc-2012-143

Abstract

In computer graphics it is a constant challenge to model natural phenomena
that occur in real life. Methods to simulate viscous liquid flows, like volcanic
lava, are often needed for use in real-time applications such as computer games.
In this thesis, a new approach to render lava surfaces is presented. The method
uses an approach previously introduced to render water surfaces and adapts it
to render lava surfaces. The method is able to render point-based lava surfaces
at interactive rates over thousands of particles by using several off-screen renderings and the Graphics Processing Unit (GPU). The method animates a set
of particles and classifies them into several clusters. It uses the results from
the particle-based simulation to create a density field by assigning each particle
a density function and accumulating the results from the functions of all the
particles. An isosurface is extracted using the density field, resulting in a normal and height texture. A lava surface is then rendered by the way of point
rendering, texture sampling, splatting and color accumulation.
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Preface

This thesis was prepared at the department of Informatics and Mathematical
Modelling at the Technical University of Denmark in fulfilment of the requirements for acquiring an M.Sc. in Digital Media Engineering.
The thesis focuses on modeling and rendering a lava surface in real-time. A
method is proposed that uses particle simulation, point rendering, isosurface
extraction and splatting techniques to render a lava surface.
This project is based on research performed in the fields of real-time graphics
and point-based graphics. This thesis is heavily influenced by the work done by
Kei Iwasaki, Yoshinori Dobashi, Fujiichi Yoshimoto and Tomoyuki Nishita.

Lyngby, December-2012
Elvar Orn Unnthorsson

iv

Acknowledgements

I would like to thank my supervisors, Jeppe Revall Frisvad and Niels Jørgen
Christensen, for their ideas, opinions and help throughout this project. A big
thank you goes to Elías R. Ragnarsson, for creating figure 6.1 and Arnþór Snær
Sævarsson for giving me ideas for improvements. My family deserve a special
mention for always being there to support me with whatever I needed.
Finally, I would like to thank specifically my lovely girlfriend, Margrét Kristín
Þrastardóttir, for tolerating months and months of conversations about lava
flows, which for a normal person would be difficult but for an Icelandic person,
still tired from all the lava in the 2010 eruptions of Eyjafjallajökull, must have
been excruciating.

vi

List of Figures

2.1

3.1

3.2

3.3

3.4

The rendering results from "GPU-based rendering of point-sampled
water surfaces" [12] . . . . . . . . . . . . . . . . . . . . . . . . . .

4

Ropy pahoehoe - The numerous folds and wrinkles ("ropes"),
that are characteristic of ropy pahoehoe, form when the thin partially solidified crust of a flow is slowed or halted. Photograph by
T.N. Mattox on 11 June 1995. Image retrieved February 21, 2011
from http://volcanoes.usgs.gov/images/pglossary/pahoehoe_
ropy.php . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
8
Pahoehoe toes - Budding pahoehoe toes breaking out along the
edges of a flow front at Kilauea Volcano, Hawaii. Photograph by
J.D. Griggs on 29 July 1985. Image retrieved February 21, 2011
from http://volcanoes.usgs.gov/images/pglossary/pahoehoe_
toe.php . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
8
aa - A‘a flow from Pu‘u ‘O‘o advances down a street in Royal
Gardens subdivision. Photograph by J.D. Griggs on July 2, 1983.
Image retrieved February 21, 2011 from http://hvo.wr.usgs.
gov/gallery/kilauea/erupt/2553003_caption.html . . . . . .
9
‘a‘a flow advances over pahoehoe - This photo shows examples of both forms of basaltic lava: a rubbly ‘a‘a flow advances
over smooth silvery pahoehoe. There is no difference in the composition of these two forms, and a single flow can start as pahoehoe and change to ‘a‘a as it loses heat and gas and starts
to crystallize. Flowing down steep slopes, or very rapidly, also
accelerates the transition from pahoehoe to ‘a‘a. Photograph
by T. Mattox on August 16, 1990. Image retrieved February 21,
2011 from http://hvo.wr.usgs.gov/gallery/kilauea/erupt/
2553027_caption.html . . . . . . . . . . . . . . . . . . . . . . . 10

viii

LIST OF FIGURES
3.5
3.6

4.1
4.2

4.3

5.1
5.2

6.1

6.2
6.3
6.4

7.1
7.2
7.3

8.1
8.2
8.3
8.4
8.5

Planckian locus in the CIE 1931 chromaticity diagram. . . . . . .
The Blackbody curves of Planck for various temperatures and
comparison with the classical theory of Rayleigh–Jeans law. . . .
Stage one: An example of the position and velocity textures after
rendering . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Stage two: An example of the density and normal/height textures
created in stage two. Figure (a) shows the resulting texture after
the density calculations and figure (b) shows the normal/height
texture that is calculated from the density texture, where the
normals are stored in the RGB components and the height in the
α component. To demonstrate how the heights look after the
rendering, figure (c) was created where only the height values are
used as color. . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Stage three: The lava surface after splatting. Figure (a) shows
the depth texture after rendering the visibility pass, figure (b)
displays the calculated color of the lava (left) and the rock texture
used for the lava (right). Figure (c) shows the final outcome. . .
A particle texture with 65.536 particles. . . . . . . . . . . . . . .
A rendering of 65.536 particles in the simulation space where each
particle is rendered as a point. . . . . . . . . . . . . . . . . . . .
The camera set up used when calculating the density scalar values. In each rendering the program calculates the density for
four grid planes and places the results in the RGBα components
of the density texture. The particle is calculated as a metaball
that spans one or more grid planes. . . . . . . . . . . . . . . . . .
An example of how a density texture looks after rendering. . . .
An example of how the normal and height map looks after rendering.
The normal and height textures mapped onto the lava surface
rendered in stage three. . . . . . . . . . . . . . . . . . . . . . . .
A depth texture rendered in the visibility pass. .
The rock texture used in the blending pass. . . .
Two images which show the lava rendered with
colors and the rock texture. . . . . . . . . . . .

. .
. .
the
. .

12
12

14

15

16
20
20

23
24
28
29

. . . . . . .
. . . . . . .
calculated
. . . . . . .

33
34

Results from the modeling and rendering of the lava. . . . . . . .
Results from the modeling and rendering of the lava. . . . . . . .
Results from the modeling and rendering of the lava. . . . . . . .
Results from the modeling and rendering of the lava. . . . . . . .
The lava rendered with different splat sizes. The splat sizes used
were: 0.001875, 0.004375, 0.008125 and 0.020625. . . . . . . . .

38
39
40
41

36

42

Contents

Abstract

i

Preface

iii

Acknowledgements

v

1 Introduction
1.1 Thesis structure . . . . . . . . . . . . . . . . . . . . . . . . . . . .

1
2

2 Related Work

3

3 A Look At The Real Thing
3.1 Characteristics of Lava Flows
3.2 Pahoehoe lava . . . . . . . . .
3.3 A’a Lava . . . . . . . . . . . .
3.4 Blackbody . . . . . . . . . . .

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

4 Overview Of The Proposed Method

5
5
6
7
11
13

5 Stage One: Animation
17
5.1 Particle Animation . . . . . . . . . . . . . . . . . . . . . . . . . . 18
5.2 Clustering Of Particles . . . . . . . . . . . . . . . . . . . . . . . . 19
6 Stage Two: Isosurface Extraction
6.1 Density Calculations . . . . . . .
6.2 Extracting the isosurface . . . . .
6.3 Accumulating the depths . . . . .
6.4 Creating normal and height map

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

21
22
25
25
26

x

CONTENTS

7 Stage Three: Splatting
31
7.1 Visibility-Pass . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
7.2 Blending-Pass . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
7.3 Normalization-Pass . . . . . . . . . . . . . . . . . . . . . . . . . . 35
8 Results

37

9 Conclusions And Future Work

43

Bibliography

47

Chapter

1
Introduction

Modeling and rendering natural phenomena remains a constant and intriguing
challenge for Computer Graphics. This is still an active area of research and
new and improved solutions are constantly being developed. Numerous methods
have been developed over the years for various types of natural phenomena, such
as liquids, fire and smoke. Many of them have been developed for real-time use
in interactive graphical applications such as computer games.
This thesis addresses the challenge of rendering lava flows, which is a moving
outpouring of lava created during a non-explosive effusive eruption that solidifies
to form igneous rock when it stops moving. Its complexity and deform shape
present various challenges, especially when developing a real-time interactive
application. In terms of physically-based simulation, lava can be seen as a
liquid whose viscosity (the ’thickness’ of a fluid) increases exponentially when
the material cools down. [15]
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Several approaches have been developed for simulating, modeling and rendering
viscous liquid flows (such as volcanic lava flows) but, to the authors knowledge,
no one has used the same modeling and rendering approach as this project to
render lava flows. In this project the author uses an approach proposed by
Iwasaki, Dobashi, Yoshimoto and Nishita in the paper "GPU-based rendering
of point-sampled water surfaces" [12], which was used to animate and render
water surfaces in real time by using particle simulation, isosurface extraction,
point rendering and the Graphics Processing Unit (GPU). In this thesis, their
approach to render water surfaces is modified and used to create lava.
To create the program for this thesis, the author used the C++ programming
language, the OpenGL graphics API and the OpenGL shading language (GLSL).

1.1

Thesis structure

The thesis is organized as follows. In chapter 2, the paper looks at other research
papers that are related and relevant to the work done in this thesis. Chapter 3 gives the reader a little insight into real life lava, its main characteristics
and features. A short overview of the proposed method is given in chapter 4.
Chapters 5, 6 and 7 details the three stages (animation & clustering, isosurface
extraction and splatting) used for the lava rendering. The project results are
presented in chapter 8 and the conclusions and future work are discussed in
chapter 9.

Chapter

2
Related Work

This thesis attempts to use and adapt the approach proposed in the paper
"GPU-based rendering of point-sampled water surfaces" [12] to create a lava
surface that can be modeled and rendered in real-time. The paper deals with
the results from a particle-based fluid simulation that is calculated by methods
such as Moving Particle Semi-Implicit (MPS) and Smoothed Particle Hydrodynamics (SPH). A dense sampled surfels, representing water surfaces from all the
particles used in the simulation are then generated. A temporary grid is created
in the simulation space and the densities of the particles are accumulated in
each grid point. The points (surfels) on the iso-surface, representing the water
surface, are extracted and then rendered by splatting surfels. The approach also
takes into account calculations of caustics, refraction and reflection of light.
The search for papers that puts the focus on either simulation, modeling or
rendering of lava surfaces, did not yield many results. The paper "Animating
Lava Flows" [15] presented a method that used smoothed particle simulation
governed by a state equation to animate a lava flow. An adaption was then made
to the animation by linking viscosity to a temperature field and by simulating
heat transfers. The solution consisted of rendering a moving texture controlled
by the flow and generated on the fly on an implicit surface surrounding the
particles. The texture combined both color and displacement information which
was procedurally computed as the sum of a large scale shape and a Perlin’s noise
component.
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Related Work

Figure 2.1: The rendering results from "GPU-based rendering of pointsampled water surfaces" [12]
In "Lattice Boltzmann Method for Real-Time Simulation of Lava Flows" [17] the
Eulerian Lattice Boltzmann model was shown to produce effective simulation of
lava flows in real-time by using a chunky octree, swell and decay algorithm and
a speed limiting strategy while using the marching cubes rendering algorithm
and a simple height field for the terrain. The paper "Numerical simulation of
lava flow using a GPU SPH model" [11] implemented a Smoothed Particle Hydrodynamics (SPH) method for lava-flow modeling on a Graphical Processing
Unit (GPU). Their implementation used the Compute Unified Device Architecture (CUDA), developed by NVIDIA, which resulted in high resolution SPH
modeling in hours and days, rather than in weeks and months, on inexpensive
and readily available hardware.
An isosurface is a surface that represents points of a constant value, such as
pressure, temperature, velocity and density. In this thesis, an isosurface is
extracted from the results of density calculations on the lava particles. In "RealTime Particle Isosurface Extraction" [14] a technique, different to the one used
in this paper, is presented for real-time particle isosurface extraction, which
consisted of three components: a block subdivision algorithm which divides
the render volume into seamless blocks, marching slices which rendered the
isosurface in a slice-by-slice manner, and a 2D insert 1D lookup particle cache
which enabled fast and accurate lookups for field contributing particles.
The rendering of the final lava surface is done by splatting thousands of points
that have no connectivity to each other. Since its introduction in the early
nineties, there have been numerous papers published that have improved the
original technique considerably and today we are able to render high quality
images using splatting [3, 4, 5, 7, 8, 19, 20, 21].

Chapter

3

A Look At The Real Thing

This chapter takes a peek at the masses of molten rocks that are expelled by
a volcano and poured onto the Earth’s surface during an non-explosive effusive
eruption. Both the moving molten rock and the resulting cooled and solidified
deposit are more commonly referred to as ’lava flows’ or just ’lava’.

3.1

Characteristics of Lava Flows

Molten rock below the surface of the Earth that rises in volcanic vents is known
as magma, but after it erupts from a volcano it is called lava. Besides being a
little cooler, molten rock is not dramatically different once it is above ground.
The distinction between magma and lava is basically made to make geological
occurrences easier to understand and explain. Lava is extremely hot, reaching
temperatures as high as 704 to 1093◦ C (1,300 to 2,000◦ F). In a volcanic eruption,
lava is in liquid form and can take quite a long time to cool and is often able to
travel great distances before becoming solid.
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The color of lava is dependent on its temperature and can be bright orange,
bright red, dark red or brownish red. At its hottest, above about 1000◦ C
(1832◦ F), it is bright orange, while it is dark red at temperatures between 8001000◦ C (1474-1832◦ F). Lava is dark red at temperatures between 650-800◦ C
(1202-1472◦ F), and brownish red at temperatures ranging from 500 to 650◦ C
(932-1202◦ F). Finally in its solid form, lava is black. In general, the behavior of
lava is determined by its composition more than the temperature of its eruption.
The types of lava composition are komatiite, basalt, andesite, dacite and rhyolite, which are classified by its silica content. Komatiite has the lowest silica
content, while rhyolite has the highest. The silica content affects how lavas
flow. For example, basaltic lavas are given to widespread, thin flows; rhyolite
is stiffer and flows at a slower pace. On land, there are two basic types of lava
flows: pahoehoe (pronounced pah-hoy-hoy) and a’a (pronounced ah-ah). These
Polynesian words are commonly used to describe the roughness of a lava flow
with pahoehoe meaning a smooth unbroken lava and a’a for stony rough lava.
Pahoehoe and a’a are are both of basaltic composition [1, 2, 13].

3.2

Pahoehoe lava

Pahoehoe lavas are typically the first to erupt from a vent and have a temperature of 1100 to 1200◦ C. They are relatively thin (1-2 m), very fluid with low
viscosities and advance downslope in a sort of smooth "rolling motion". The
front of the flow usually advances as a thin (< 20 cm) glowing lobe that will chill
and crust over after 1-2 meters of flow. It will slow and be overrun by a new lobe
that propagates downslope until it also chills, and in turn is overrun by another
flow. Overriding lavas and breakouts on the flow top and sides thus produce
compound flows composed of several lobes cooling against one another. Slower
moving pahoehoe flows will advance through the protrusion of small bulbous
appendages at the flow front, called pahoehoe toes.
Pahoehoe lavas can take several different forms. When the smooth lava surface
cools down it turns to a dark gray color and becomes less fluid and more viscous,
behaving more like a plastic substance than a truly liquid substance As lava
continues to flow underneath this plastic skin, the surface can bunch up or
wrinkle into a form that resembles coiled rope. In addition to these ropy surfaces,
solidified basalt flows can also display shelly to slabby surfaces [1, 2].

3.3 A’a Lava
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Figure 3.1 shows a ropy pahoehoe and figure 3.2 the breakout and the advancement of pahoehoe toes along the sides of a ropy pahoehoe lava flow.

3.3

A’a Lava

A’a lava typically erupts at temperatures of 1000 to 1100 ◦ C and is characterized
by a rough or rubbly surface composed of broken lava blocks called clinker. As
the upper surface of the lava cools and becomes rock, it is continually ripped
apart by the moving molten lava inside the flow. Pieces of the rocky surface are
broken, rolled and tumbled along as the lava flow moves. When finally cooled
to a solid, a’a lava flows look like a jagged heap of loose rock.
Compared to pahoehoe, a’a flows are often more viscous and typically thicker
but tend to advance at greater rates. Their flow fronts can vary from two meters
to as much as twenty meters thick and their forward motion is similar to the
movement of a tractor tread. A jumbled mass of debris steepens at the flow front
until a section breaks off and tumbles forward. Inward from the flow front, the
flow usually contains an upper rubbly flow top, and a lower massive part of
viscous lava insulated from the overlying rubble. The jagged cinder blocks that
break off the front are then overridden by the massive lava core of the flow which
pushes forward [1, 6, 16].
Figures 3.3 and 3.4 show a’a flows advancing down over a street and smooth
pahoehoe lava.

8

A Look At The Real Thing

Figure 3.1: Ropy pahoehoe - The numerous folds and wrinkles ("ropes"),
that are characteristic of ropy pahoehoe, form when the thin partially solidified crust of a flow is slowed or halted. Photograph
by T.N. Mattox on 11 June 1995. Image retrieved February
21, 2011 from http://volcanoes.usgs.gov/images/pglossary/
pahoehoe_ropy.php

Figure 3.2: Pahoehoe toes - Budding pahoehoe toes breaking out along
the edges of a flow front at Kilauea Volcano, Hawaii. Photograph by J.D. Griggs on 29 July 1985. Image retrieved February
21, 2011 from http://volcanoes.usgs.gov/images/pglossary/
pahoehoe_toe.php

3.3 A’a Lava
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Figure 3.3: aa - A‘a flow from Pu‘u ‘O‘o advances down a street in Royal
Gardens subdivision. Photograph by J.D. Griggs on July 2, 1983.
Image retrieved February 21, 2011 from http://hvo.wr.usgs.
gov/gallery/kilauea/erupt/2553003_caption.html
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Figure 3.4: ‘a‘a flow advances over pahoehoe - This photo shows examples of both forms of basaltic lava: a rubbly ‘a‘a flow advances
over smooth silvery pahoehoe. There is no difference in the composition of these two forms, and a single flow can start as pahoehoe and change to ‘a‘a as it loses heat and gas and starts to
crystallize. Flowing down steep slopes, or very rapidly, also accelerates the transition from pahoehoe to ‘a‘a. Photograph by
T. Mattox on August 16, 1990. Image retrieved February 21,
2011 from http://hvo.wr.usgs.gov/gallery/kilauea/erupt/
2553027_caption.html

3.4 Blackbody

3.4

11

Blackbody

In physics, a blackbody is an idealised object that absorbs all electromagnetic
radiation that falls on it and does not reflect nor transmit any energy. According to Kirchhoff’s law, the ratio of the radiated energy from an object in
thermal equilibrium, to the absorbed energy is constant and only dependent
on the wavelength and temperature. A black body shows the maximum radiation as compared with other matter. Therefore a black body is called a perfect
radiator [18].
Lava is considered to be a near perfect black body.
Despite the name, black bodies are not actually black as they radiate energy as
well. The amount and type of electromagnetic radiation they emit is directly
related to their temperature. Black bodies below around 700 K (430 ◦ C) produce very little radiation at visible wavelengths and appear black (hence the
name). Black bodies above this temperature, however, begin to produce radiation at visible wavelengths starting at red, going through orange, yellow and
white before ending up at blue as the temperature increases. Gustav Kirchhoff
introduced the term blackbody in 1862. The light emitted by a blackbody is
called blackbody radiation, and has a special place in the history of quantum
mechanics [9].
Figure 3.5 shows the CIE xy 1931 chromaticity diagram including the Planckian Locus. The Planckian locus is the path that a black body color will take
through the diagram as the black body temperature changes. Lines crossing the
locus indicate lines of constant correlated color temperature. Monochromatic
wavelengths are shown in blue in units of nanometers. Figure 3.6 shows that
with increasing temperatures successively higher peak wavelengths are yielded
for the resulting spectral emission distribution. The matter starts to glow visibly
at the so-called Draper point which lies at 798 K.
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Figure 3.5: Planckian locus in the CIE 1931 chromaticity diagram.

Figure 3.6: The Blackbody curves of Planck for various temperatures and
comparison with the classical theory of Rayleigh–Jeans law.
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4

Overview Of The Proposed
Method

This chapter gives a quick overview of the proposed method to model and render
a lava surface. The method is split into three different stages: animation and
clustering of particles, density calculations and isosurface extraction and finally
the rendering of the lava surface by splatting points. In all the stages the
renderings, except the very last, render to an offline Frame Buffer Object (FBO)
using shaders where the resulting image is stored in a texture and used in later
stages of the program.
The first stage is responsible for animating the particles that are in stage two
used to calculate the density of the lava surface. This stage accomplishes two
things. First is the animation of the particles inside the simulation space, which
is the area where the lava will be rendered, and storing the results in textures
that contain the positions and velocities values of every particle used in the
rendering (Fig. 4.1). Second, the method uses the y-position and radius of each
particle as well as the number of grid planes, used in the density calculations,
to classify the particles into several clusters. The results from stage one are
several Vertex Buffer Objects (VBO’s), where each VBO equals to one cluster
and contains particles that contribute to four grid planes inside the simulation
space.
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Figure 4.1: Stage one: An example of the position and velocity textures after
rendering
The second stage is responsible for extracting an isosurface using the VBO’s
created in the previous stage. The contributing particles, in each VBO, are
rendered as point primitives. In each rendering, a density value is calculated
at every grid point for four grid planes at once. The particles are calculated
as metaballs and the function, that calculates the density, uses the distance
from the particle center to calculation point as a parameter. The results are
read from the frame buffer to main memory and compared to the ρ (Rho) value
that defines the isosurface. Finally, the heights and normals of the lava surface
are calculated. The heights are accumulated by using additive blending and
multiplying each depth value with a Gaussian value, whose accumulated value
is used to normalize the results. The normals are calculated by using the finite
difference method on the normalized heights, similar to the approach used in
Bump Mapping. The results from stage two is a single texture containing the
normal and height values for the lava surface (Fig. 4.2 (b)).
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(a)

(b)

(c)

Figure 4.2: Stage two: An example of the density and normal/height textures
created in stage two. Figure (a) shows the resulting texture after
the density calculations and figure (b) shows the normal/height
texture that is calculated from the density texture, where the normals are stored in the RGB components and the height in the α
component. To demonstrate how the heights look after the rendering, figure (c) was created where only the height values are used
as color.
The third and final stage renders the surface used for the lava. This is accomplished in three separate renderings. First a visibility pass is rendered with
numerous points for the surface and splatting is used to create a circular/elliptical shaped surface for each point. The pass renders only to the depth buffer
with an  (Epsilon) value added to each depth value and the results are stored in
a texture. Next, the method renders a blending pass, where the splats rendered
again, this time only to the color buffer. The fragment shader creates a lava
color and blends it with a rock texture. The shader multiplies the colors with
a radially decreasing Gaussian value and the pass uses the  value, from the
visibility pass, to blend only the overlapping splats. The accumulated colors
and Gaussian weight value are then stored in a texture. Finally a normalization pass is rendered, where the accumulated colors are normalized using the
accumulated Gaussian weight value (Fig. 4.3).
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(a)

(b)

(c)

Figure 4.3: Stage three: The lava surface after splatting. Figure (a) shows the
depth texture after rendering the visibility pass, figure (b) displays
the calculated color of the lava (left) and the rock texture used for
the lava (right). Figure (c) shows the final outcome.
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Stage One: Animation

To create movement of the lava surface, the method animates numerous particles using shaders and the Graphics Processing Unit (GPU). The particles are
animated based on their velocity variables and the shader makes sure that they
are contained inside the simulation space. The position and velocities of the
particles are stored in four different textures (two for each).
After animating the particles, their positions are read from the frame buffer
to the main memory and classified into several clusters based on their height
(y-position), radius and the number of grid planes to be used in the density
calculations in stage two. The results of stage one are several VBO’s where
each VBO stores one cluster of particles. The clustering is done to reduce the
computational time of the density calculations done in stage two.
The blueprint of stage one is as follows.

1. Animate the particles
2. Retrieve the contents of the position texture
3. Classify the particles into several clusters
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Stage One: Animation

Particle Animation

To animate and the store the results of the particle animation, the program uses
a vertex and fragment shader, two position and two velocity textures and two
Frame Buffer Objects (FBO). The textures are used to store the position and
velocity of the particles being animated and the texture size is determined by
the number of particles. The two FBO’s are used to ping-pong between textures
as render targets.
The ping-ponging is done by having one FBO use one position texture and one
velocity texture as render targets and use the other two textures to read the
results rendered in the previous frame. In the next frame, the program uses
the other FBO, which has opposite render targets and reading textures, i.e. the
render targets in the former FBO are used as reading textures in the latter FBO
and the reading textures in the former are the render targets in the latter.
Along with last frame’s position and velocity textures, the program sends to the
shaders a vector containing information about the dimensions of the simulation
space which is the contained space where the lava particles are allowed to move.
The shader uses that data to calculate a new position for the particles and
changes the velocity if a particle is going out of bounds in terms of the simulation
space.
The program draws a full screen quad, that covers the viewport, so that each
fragment equals one particle. Listing 5.1 shows the code used in the fragment
shader to animate the particles.
1
2
3
4

v o i d main ( v o i d ) {
/∗ Get t h e p o s i t i o n and v e l o c i t y from t h e t e x t u r e s ∗/
v e c 3 pos = t e x t u r e 2 D R e c t ( p_tex , gl_FragCoord . xy ) . xyz ;
v e c 3 v e l = t e x t u r e 2 D R e c t ( v_tex , gl_FragCoord . xy ) . xyz ;

5

/∗ Compare t h e p a r t i c l e p o s i t i o n a g a i n s t t h e
XYZ b o u n d a r i e s o f t h e s i m u l a t i o n s p a c e ∗/
i f ( pos . x >= simSpace . x ) { pos . x = 0 . 0 ;
i f ( pos . y >= simSpace . y ) { v e l . y = −abs ( v e l
i f ( pos . y <= 0 . 0 )
{ v e l . y = abs ( v e l
i f ( pos . z >= simSpace . z ) { v e l . z = −abs ( v e l
i f ( pos . z <= 0 . 0 )
{ v e l . z = abs ( v e l

6
7
8
9
10
11
12

. y) ;
. y) ;
.z) ;
. z) ;

}
}
}
}
}

13

/∗ Move t h e p a r t i c l e and ou tp ut t h e p o s i t i o n and v e l o c i t y ∗/
gl_FragData [ 0 ] . rgb = pos + v e l ; // Render Ta rge t 1
gl_FragData [ 1 ] . rgb = v e l ;
// Render T arg et 2

14
15
16
17

}

Listing 5.1: AnimateParticles.frag

5.2 Clustering Of Particles
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Figure 5.1 shows an example of how the particle texture looks after rendering
65.536 (256 × 256) particles. To better understand the results from the animation, figure 5.2 was created which shows the particles, rendered as points, inside
the simulation space after one rendering.

5.2

Clustering Of Particles

In order to reduce computational cost and accelerate the density calculations,
the author used the technique suggested in "GPU-based rendering of pointsampled water surfaces" [12], where particles were classified into clusters using
the particle’s height coordinates.
Equation 6.2 shows that when the distance between a grid point and a particle
is larger than the effective radius of the particle, the density contribution is zero.
The program therefore clusters the particles so that there are only contributing
particles to four grid planes in each cluster.
To cluster the particles, the program retrieves the RGB components from the
position texture in the frame buffer and places them into a vector in the main
memory. It then loops through the entire vector, adding the particles to the
clusters that they contribute to. The results are placed into several VBO’s
where each VBO represents one cluster that covers four successive grid planes.
The number of VBO’s needed correlates to the number of grid planes we want
to calculate in the simulation space.
To better explain the clustering, the particles are classified into Nc clusters by
using the y coordinates of the particles. Let yi1 , yi2 , yi3 , and yi4 be the y
coordinates of four successive grid planes i1 , i2 , i3 , and i4 . Cluster Ci includes
the particles pi whose y coordinate piy satisfies yi1 −h ≤ piy ≤ yi4 + h where h is
the particle radius.
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Stage One: Animation

Figure 5.1: A particle texture with 65.536 particles.

Figure 5.2: A rendering of 65.536 particles in the simulation space where each
particle is rendered as a point.

Chapter

6
Stage Two: Isosurface
Extraction

After stage one, where the particles were animated and clustered, the program
has several VBO’s where each VBO contains a cluster of particles that span four
different grid planes. Stage two begins by rendering the particles as points and
calculating the density at each grid point for every grid plane. Using the density,
an isosurface is extracted and the heights and normals are calculated. Stage two
results in a texture that contains the normals and heights of the surface.
The blueprint of stage two is as follows.

1. Render the particles in a VBO as points and calculate densities for every
grid point for four grid planes.
2. Compare the densities values of every grid point to ρ and add the position,
of every accepted density value, to an isosurface VBO. Repeat steps one
and two until all the grid planes have been calculated.
3. Accumulate the depths by enabling additive blending, rendering the contents of the isosurface VBO as points, splatting the points and multiplying
the depths with a radially decreasing Gaussian weight function and storing
the accumulated depths and gaussian value in a texture.
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4. Render the texture with the accumulated depths, normalize the results
using the accumulated Gaussian weight value and calculate the surface
normals with the finite difference method.

6.1

Density Calculations

The density calculations are done by rendering the VBO’s from stage two to
a FBO with vertex and fragment shaders, storing the density calculations in a
single texture, retrieving the texture contents and placing it in a vector container. Three variables are used to determine the detail of the grid planes and
how many planes the program should calculate, they are titled DensityW idth,
DensityLength and DensityHeight. The first two variables control the number of grid points to calculate while DensityHeight determines the number of
grid planes. Since only one density scalar value is required for each grid point
and the density texture has four components, RBGα, each rendering is able to
calculate four different grid planes at once.
Figure 6.1 shows the camera setup when calculating the density scalar values.
An orthographic camera is placed directly above the simulation space, looking
straight down with the clipping planes set at the x and z borders of the simulation space. The program calculates each particle as a metaball that covers one
or more grid planes, depending on the particle radius.
The isosurface is defined by a variable titled Rho or ρ. During the density
calculations, blending is enabled and depth testing turned off. A loop is created
that will in each iteration render a VBO, calculate the density value of every
grid point for four grid planes, retrieve the results and compare the result to ρ.
In each rendering, only the contributing particles are calculated, based on the
clustering done in stage one. Each particle is drawn as a point and the point
size is determined using equation 6.1.


2r
2r
pointSize = max
∗ dw ,
∗ dl
(6.1)
sw
sl
Where r is the radius of the particle, sw and sl is the width and length of the
simulation space and dw and dl the width and length of the grid planes. Three
variables are sent to the shaders: the point size, the heights (y position) of the
grid planes, that are to be calculated, and finally the radius of each particle
metaball being rendered. The vertex shader sets the point size and sends the
position vector of each particle over to the fragment shader, which calculates
the distance from the grid point to the center of the particle and finally the
density scalar.

6.1 Density Calculations
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Figure 6.1: The camera set up used when calculating the density scalar values.
In each rendering the program calculates the density for four grid
planes and places the results in the RGBα components of the
density texture. The particle is calculated as a metaball that spans
one or more grid planes.
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The density value is calculated by using the function F(r,h), given in "GPUbased rendering of point-sampled water surfaces" [12], shown in equation 6.2.



405
4
17
22
∗ − ∗ a6 +
∗ a4 −
∗ a2 + 1
(0 ≤ r ≤ h),
9
9
9
F (r, h) = 748 · π · h

0
(r > h)
(6.2)



Where r is the distance from the center of particle to a grid point, h is the
effective radius of the particle and a = r/h. After the program has finished
calculating the density values for the grid planes, it moves on to the isosurface
extraction, which is explained in section 6.2.
Figure 6.2 shows an example of a density texture after rendering 65.536 (256 ×
256) particles where the size of the simulation space is 4×1×1 (length×width×
height), density detail 512 × 128 × 32 and the radius of each particle is 0.1.

Figure 6.2: An example of how a density texture looks after rendering.

6.2 Extracting the isosurface

6.2
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Extracting the isosurface

In chapter 2 it was mentioned that an isosurface is a surface that represents
points of a constant value. The isosurface used in this project is defined by the
density value, ρ, which the program uses to compare against the results from the
density calculations. The grid point densities, that lie in the RGBα components
of the density texture, are read from the frame buffer in to the main memory
and placed inside a vector container1 .
To extract the densities a loop is created that looks at each density value in the
vector container and compares it to ρ. The density value is accepted if it matches
the isosurface condition. When a density value is accepted, the positions of
the extracted points, inside the simulation space, are added to another vector
container that is used to create a VBO for the height map calculations.
The density calculations and isosurface extractions are repeated until all of the
grid planes have been calculated and extracted. When the program has covered
all of the grid planes it moves on to the next section, which is to accumulate
the depths of the surface.

6.3

Accumulating the depths

The program moves on to accumulate the depths that will be used in for every
splat rendered in stage three. Equation 6.3 is used to calculate the depth of the
lava surface.

ri (s)
di
ig
R
 i 
d(x, y) =
P
ri (s)
ig
Ri


P

(6.3)

The g function is a radially decreasing Gaussian function (named after Carl
(x − b)2
Friedrich Gauss) of the form: f (x) = a ∗ e−
for some real constants
2c2
a,b,c and Euler’s number (e), where a is the height of the curve’s peak, b is the
position of the centre of the peak, and c controls the width of the ’bell’. The
parameter sent to g is the distance, ri (s), between each grid point and returns 0
1 More information about c++ vector containers can be found here http://www.cplusplus.
com/reference/vector/vector/
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if ri (s) is larger
the depth
 than
 grid point radius Ri . The rendering
 accumulates

P
P
ri (s)
ri (s)
values i g
di and the Gaussian values i g
and stores them
Ri
Ri
in a texture which is later used to calculate d(x, y) and create a normal/height
map.
The way the program calculates the depths is to enable additive blending and
render the VBO, that was created in the isosurface extraction, to an offscreen
frame buffer object with vertex, geometry and fragment shaders. The contents
of the VBO is sent to the shaders as points and the geometry shader uses
the position of each point to render a splat using the particle radius as a size
reference. Finally the fragment shader multiplies the splat’s height coordinate
with a radially decreasing Gaussian function. By using additive blending, the
depths are accumulated in the frame buffer and the program stores the resulting
image as a texture where the accumulated depths lie in the R component while
the α component contains the value of the Gaussian weight function that will
be used to normalize the heights when the program creates the normal/height
map.

6.4

Creating normal and height map

Finally the program performs the last task before it can move on to stage three
where surface of the lava will be rendered. The program normalizes the results
from the depth accumulation and creates a texture that contains the normals
and heights field of the lava surface.
A common way to model a wavy or hilly surface, such as terrain or the surface of
liquid in a pool, are done using height fields. The height field consists of a twodimensional array of height values that are used to define a surface. Each value
in the array defines the height of the surface from a base value. [17] Having the
heights is not enough for the method to render the splats orientation correctly
in stage three, it also needs the normals of the surface.
This is accomplished in a single rendering, where a fullscreen quad is drawn over
the viewport, whose size matches the texture from the accumulation rendering.
The fragment shader then calculates the normals and heights for each pixel in
the texture and places the results in a texture, where the RGB components hold
the normals and α has the height.

6.4 Creating normal and height map
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In "GPU-based rendering of point-sampled water surfaces" [12] the authors used
the density texture to calculate the position of every surfel and then used the
finite difference method on the density values to have normals of every surfel.
The height and normal values were then both accumulated and normalized and
the results used when splatting the water surface. Using that approach, the
author got rather poor results for the normals and ultimately decided to only
use that approach for the height values.
The height is calculated by using the aforementioned equation 6.3 and the results are divided with the weight of the Gaussian function, which lies in the α
component. The normals are calculated by using the bump mapping technique,
where the fragment shader looks at the heights of the surrounding fragments,
after they’ve been normalized, and uses the finite difference method to perturb
the normal appropriately.
Since lava is a solid object that does not simply float in the air but has weight
and traverses the ground beneath it when moving, the fragment shader makes
the height of the lava decrease as it reaches the borders of the simulation space.
To do this a border variable is used whose purpose is to tell the fragment shader
how far from the borders the height of the lava surface should start to decrease.
When calculating the normals, the shader also uses the border variable to make
the normals, near the borders, face straight upwards. It interpolates the normals
from the fragments located with the border variable and a normal vector facing
straight upwards to make the surface smooth at each end.
Figure 6.3 has two images that display the results from the rendering. The
former shows the resulting texture after rendering, where the RGB components
store the normals and the α component stores the height value. The latter
displays a texture that uses the height values as texture colors. Figure 6.4,
shows the lava surface, rendered in stage three, with the normal and height
textures being used as the lava color.
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Figure 6.3: An example of how the normal and height map looks after rendering.

6.4 Creating normal and height map
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Figure 6.4: The normal and height textures mapped onto the lava surface
rendered in stage three.

30

Stage Two: Isosurface Extraction

Chapter

7
Stage Three: Splatting

The third and last stage is responsible for creating the lava surface using point
rendering, texture sampling, splatting and color accumulation. This is accomplished in three renderings. First the program renders numerous points, to be
used for the lava surface, samples the normal/height texture to retrieve the position and normal of each point and splats them to the depth buffer with an 
value added to it. Next, the points are rendered and splatted again, this time
only to the color buffer. The shader determines the color and multiplies it with
a radially decreasing Gaussian function, accumulates the colors and only allows
overlapping splats to be blended. Finally, the results are normalized, using the
accumulated colors and Gaussian weight values, and the results are rendered
to the screen. This blending of colors conceptually corresponds to Gouraud
shading for polygonal meshes [10].
The blueprint for stage three is as follows.
1. Render points, splat them to the depth buffer and add an  (Epsilon) offset
to each depth value.
2. Render points, splat them to the color buffer and accumulate the colors
using additive blending and blend the overlapping splats.
3. Normalize the weighted colors and render the final image.
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The points used in the visibility and blending passes are created when the program initializes. This is done by creating a VBO that has x ∗ z number of splats,
containing the x and z position of each point and are spread out evenly throughout the simulation space. The shaders in the visibility and blending passes then
use the normal/height texture, created in stage two, to determine the height (y
position) and normal of each point. Since the normal/height texture is usually
much smaller than the number of points used to render the surface, the texture
is sampled in the shaders, which results in a smooth surface for both passes.

7.1

Visibility-Pass

The goal of the Visibility-Pass is to create a depth texture that is later used
when blending the overlapping splats in the Blending-Pass. The lava surface is
rendered to the depth buffer with an  offset and the depths results are stored
in a texture. The depth value o(x, y) of the fragment f (x, y) is calculated by
using equation 7.1.

o(x, y) = d (f (x, y)) + 

(7.1)

Where the d (f (x, y)) is the depth of the fragment being rendered and the 
variable is defined by the user. The epsilon value is used to determine the
blending of overlapping splats while accumulating the colors in the BlendingPass. During the visibility pass, depth testing is turned on, writing to the color
buffer is turned off and the program sends to the shaders the normal/height
texture and the desired radius for the splats.
Since the number of points, used in the visibility and blending passes, far outnumber the pixels in the normal/height texture, the program samples the texture to calculate the normal and height for every point. Using the normal/height
texture directly will often make the surface contain rather rough heights and
normals in various positions. To avoid that and to create a much smoother
surface, the method uses the bilinear interpolation technique, which is normally
used to calculate values at random positions on a regular 2D grid, in this case
the normal/height texture. The technique fetches the normal and height values
of the surrounding fragments, uses linear interpolation on those fragments to
calculate the normal and height for the fragment being rendered.

7.1 Visibility-Pass
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The visibility pass uses a vertex, geometry and fragment shader. The Vertex
shader simply passes the point’s position over to the geometry shader. The geometry shader uses the point’s position inside the simulation space to calculate
the texture coordinate, of the point being rendered, for the bilinear interpolation
of the normal and height values. The geometry shader uses the normal of the
splat and calculates the tangent and binormal vectors, which are perpendicular
to the normal. Using the tangent and binormal vectors and the splat radius, the
shader outputs four vertices that make up the splat surface. For each vertex, the
geometry shader sends the tangent and binormal vectors, splat center position
and the position of the vertex to the fragment shader. Finally, the fragment
shader uses the variables, sent from the geometry shader, to calculate the distance of the fragment to the splats center. If the distance exceeds the radius,
the fragment is discarded otherwise the depth is rendered using equation 7.1.
Figure 7.1 shows an example of the results from the visibility pass.

Figure 7.1: A depth texture rendered in the visibility pass.
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Blending-Pass

In the blending pass, the splats are rendered again in the exact same way as
was done in the visibility pass. This time however, the splats are only rendered
to the color buffer with writings to the z-buffer disabled. The purpose of the
blending pass is to accumulate the colors of the splats, blend the overlapping
splats and store the results in a texture.
To create and accumulate the colors, additive blending is enabled and three
textures sent to the shaders. The textures sent are the following: the depth
texture created in the visibility pass, normal/height texture calculated in stage
two and finally an external rock texture shown in figure 7.2.

Figure 7.2: The rock texture used in the blending pass.
The vertex and geometry shaders used for the blending pass, are identical to the
ones used in the visibility pass, described in the previous section. The fragment
shader begins by checking the distance from the fragment being rendered to the
splat’s center, like in the visibility pass. If the fragment is accepted, the shader
compares the fragment’s depth to the depth value stored in the texture from
the visibility pass. Overlapping splats are blended if and only if the difference
of their depth values is less than the  value given in the visibility pass.
The color is calculated in the following manner. First a constant vector, that represents a static orange/yellow looking color, is multiplied with SimSpaceHeight−
SplatHeight.y, which makes the core of the lava to be brighter than the rest,
and as the splats come closer to the top the darker the color becomes. The
rock texture, shown in figure 7.2, is then retrieved and multiplied with the color
giving us a rocky orange/yellow looking lava surface. To further enhance the
movement of the lava, a variable is sent to the shader which is used to bias the
texture coordinates used with the rock texture when animating.

7.3 Normalization-Pass
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Finally, the same approach, as used in the depth accumulation (Section 6.3), is
applied to accumulate the lava colors. The color values are, like before, multiplied with the radially decreasing Gaussian weight function. The α component
stores the Gaussian value while the RGB components contain the multiplication
between the Gaussian and the color. The final color value for pixel (x, y) is the
weighted average over all splats covering this pixel as shown in equation 7.2.
P
i g(di ) ∗ ci
c(x, y) = P
i g(di )

(7.2)

Where g is the Gaussian function, ci the color value and di is the distance from
the splat center to the pixel (x,y).

7.3

Normalization-Pass

The last step renders a normalization pass, using the results from the color accumulation done in the blending pass. The pass normalizes the weighted colors
of the lava surface and renders the final image. A window sized quad is rendered and at every fragment the RGB components containing the accumulated
weighted color are divided with the α component which stores the accumulated
Gaussian weights.
Figure 7.3 shows two images of the lava surface being rendered, first the lava is
shown with the calculated colors used and the other shows the lava textured with
the rock texture. Figure 8.5 shows several images of the lava surface rendered
with 600 * 150 splats using different splat sizes. Images of the final results are
shown in chapter 8.
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Figure 7.3: Two images which show the lava rendered with the calculated
colors and the rock texture.

Chapter

8
Results

Figures 8.1, 8.2 , 8.3 and 8.4 show the results, from several camera angles, of
the lava rendered using the proposed method. The size of the simulation space
was set to 4x, 1y, 1z, the density size (that controls the number of grid planes
and grid points and sets the number and size of the textures needed for the
density calculations) was set to 100x, 24y (6 textures * 4 density values in each)
and 24z. The number of particles were 40.000, particle radius 0.08, the  value
(used in the visibility and blending passes) 0.05. Finally the number of splats
rendered were 600x * 150z, equalling 90.000 splats.
Figure 8.5 shows several images of the 90.000 splats being rendered with four
different splat sizes. The splat sizes used for the stills were 0.001875, 0.004375,
0.008125 and 0.020625.
Each image has a resolution of 800 x 600 pixels and the average rendering
performance was around 20 frames per second on a Apple Macbook Pro (2.8
GHz Intel Core i7, 4 GB memory ) with NVIDIA GeForce GT 330M.
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Figure 8.1: Results from the modeling and rendering of the lava.
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Figure 8.2: Results from the modeling and rendering of the lava.
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Figure 8.3: Results from the modeling and rendering of the lava.
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Figure 8.4: Results from the modeling and rendering of the lava.
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Figure 8.5: The lava rendered with different splat sizes. The splat sizes used
were: 0.001875, 0.004375, 0.008125 and 0.020625.

Chapter

9

Conclusions And Future
Work

This paper has presented a new approach to model and render lava surfaces
in real-time, using an algorithm previously used to render water surfaces. It
was demonstrated that this approach can be used to render lava surfaces using thousands of particles. This approach consists of three parts, or stages: the
animation and clustering of particles, density calculations and isosurface extraction, and point rendering of the lava surface using texture sampling, splatting
and color blending.
The initial focus of this project was not only to model and animate a lava surface
but to add a more realistic light emissions that would affect nearby object close
to the lava surface. The author hoped to improve the lava colors done in the
previous approaches by using the particles as point lights emitters that would
make the lava move and act like one large dynamic light source. Unfortunately,
difficulties with the isosurface extraction shifted the focus towards the rendering
of the surface itself, which leaves a lot of possibilities for future improvements.
Below are a few ideas for future work that should give the reader a glimpse of
the numerous improvements that can be done to further develop the lava.
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Improved particle simulation
The particle simulation in this project can only be described as quite simplistic,
as it only uses a velocity vector to move the particles and the boundaries of
the simulation space to make sure it stays within that space. Implementing a
better computational method for the particle simulation, such as the Smoothedparticle hydrodynamics (SPH) or Moving-particle semi-implicit methods (MPS),
would greatly enhance the motion and realism of the lava. Since lava is a highly
viscous form of liquid, adding a viscosity parameter to the particles should also
be looked at.
Temperature variables and heat transfer simulations
Like mentioned in chapter 3.1, the color of lava is dependent on its temperature. Therefore, to create more realistic colors and to simulate cooling of the
lava surface, the range of temperatures in the lava must be stored in the particles and heat transfers between particles implemented. This was for example
implemented in "Animating Lava Flows" [15].
Convert lava temperature to emitted radiance
Section 3.4 discussed the blackbody properties of lava flows. Once temperature
variables have been added to the lava particles, they can be converted to emitted
radiance using Planck’s blackbody emission formula. The paper "A Physically
Plausible Model for Light Emission from Glowing Solid Objects" [18] discusses
the theoretical background to thermally induced light emission of objects and
describes how to handle this behavior with very little effort in a physically based
rendering system.
Look at other shading techniques
In chapter 7, it was mentioned that the blending of the splats used in this project,
corresponds to Gouraud shading. This type of shading successfully removes the
unwanted discontinuities of flat shading. Unfortunately, it also blurs the lava
surface noticeably. Implementing either Phong shading or Deferred shading
would undoubtedly improve the quality of the lava rendering.
Calculate the surface normals by accumulation
It was mentioned in section 6.4 that the writers of "GPU-based rendering of
point-sampled water surfaces" [12] accumulated and normalized the normals
and depths of every surfel in order to get the normals and heights for the lava
surface. The author received rather poor results when using that approach,
which is something worth looking into to simplify the normal calculations and
hopefully increase the speed of the program.
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Eliminate large gaps between splats
In this project, the splats were created from a static number of points that were
distributed evenly through the x and z axis of the simulation space. Because all
the splats have the same radius, spaces between splats become uneven when their
height values differed greatly. This causes some some splats to be unnecessary
large in order to fill the gaps. Using the geometry shader, to calculate the
distances between splats and either create new splats where needed or adjust
the splat’s sizes, would eliminate this problem.
Culling
When calculating each frame, every part of the simulation space is used when
calculating and rendering the three stages of the method introduced in this
thesis. By implementing culling methods, such as frustum culling (eliminates
objects that lie outside of the volume visible to the virtual camera), backface
culling (eliminates the back side of polygons) and occlusion culling (eliminates
objects that are entirely behind other opaque objects), would minimize the
amount of work needed for each frame.

The author hopes that this thesis gives a valuable addition to other graphics researchers and developers in the computer graphics field and that it will stimulate
further developments for the modeling and rendering of lava surfaces.
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